MBS TECHNICAL REPORT 16-01

Digitizing a large corpus of handwritten
documents using crowdsourcing and cultural
consensus theory
Prutha S. Deshpande∗1 , Sean Tauber2 , Stephanie M. Chang3 ,
Sergio Gago3 , and Kimberly A. Jameson2
1

Cognitive Sciences, University of California, Irvine
2
IMBS, University of California, Irvine
3
Calit2, University of California, Irvine

Abstract
We investigated using Internet-based procedures to convert information from a large handwritten archive of ethnographic survey data into
a computer addressable database. Rather than manually transcribe the
archive’s estimated 23,000 pages of handwritten data, we sought to develop novel approaches that used crowdsourced designs for transcribing
the handwritten data, and then to use an innovative variation of Cultural Consensus Analysis (CCT) to objectively aggregate crowdsourced
responses based on a formal process model of shared knowledge. Study
1 used a simulated internet-based task conducted on human subject pool
participants in a campus laboratory. Study 2 used the same designs with
the exception that they were implemented on an internet-based research
platform (i.e., Amazon Mechanical Turk) and participants anonymously
volunteered and completed the tasks outside the university laboratory setting. Results from these investigations shed light on a several of research
uncertainties concerning the viability of CCT analyses of crowdsourced
transcription data. For example, they clarify (1) whether crowdsourced
tasks are practical as a method for automating the transcription of the
archive’s handwritten material, (2) whether responses from perceptuallybased tasks inherent to transcribing handwritten documents can be analyzed with CCT, and (3) if CCT analyses are extendable and appropriate
as a model of the transcription challenge, was it then found that the output of CCT analyses produced accurate answer-key estimates that could
serve as correct transcriptions of the archive’s data. Our results address
these issues and convey how CCT modeling and analyses can be modified
and made appropriate for aggregating these data. Implications of these
analyses and uses of CCT in large-scale crowdsourced data collection platforms are discussed.
∗ Email:
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Introduction

Important historical documents often only exist as printed/handwritten archives,
or corpora, and there are needs to convert such documents to searchable digital
copies for sharing and research purposes. Transcribing handwritten documents
can involve time-consuming, tedious and potentially error prone processes. In
recent years, internet-based crowdsourcing has been viewed as an alternative
approach to the transcription of handwritten documents by individual human
effort (Causer & Wallace, 2012; Bevan et al., 2014) Crowdsourcing seems a
good way to yield quick transcription results from large numbers of respondents, and repeated assessment of data points, but the assessment of accuracy
and the aggregation of multiple responses remains a challenge. In this article,
we investigate the utility of novel methods for transcribing large corpora from
crowdsourced responses. We employ an extension of Cultural Consensus Theory
(CCT) – a formal process model used to derive information from a shared knowledge domain when the “correct answers” are uncertain (Batchelder & Romney,
1988). Using a novel Bayesian CCT model for analyzing multiple-choice/freeresponse data that accounts for the perceptual confusability of items inherent
in handwriting transcription tasks, we develop a general method for managing
principled analyses of crowdsourced data. We apply this model to the analysis of crowdsourced responses collected with the aim of transcribing a large
handwritten cross-cultural survey dataset (MacLaury, 1997).
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The MacLaury Archive

The Robert E. MacLaury Color Categorization Archive (ColCat) is a large corpus of heretofore unpublished cognitive anthropology survey data collected between the years 1978-1981 (MacLaury, 1997). It consists of irreproducible observations of color categorization behaviors from over 900 monolingual participants
responding in 116 indigenous Mesoamerican languages (MacLaury’s Mesoamerican Color Survey or MCS), and 70 other languages of the world. The data
of each language has been hand-recorded either by MacLaury or by his 142 research associates, each having employed a unique handwritten system of coding
abbreviations and conventions, that varies both within and across languages.
The bulk of the archive consists of data on three independent color naming
and categorization tasks completed by every native-language speaker surveyed
(for details of tasks, refer to Appendix B). These task responses have often
been recorded on data sheet templates as in Figure 1, although variation in this
methodology exists as well.
One aim of the present research is to build a publicly accessible database for
the archive that includes all the transcribed raw data from the archive. While
MacLaury published analyses of the archive data (MacLaury 1997), the raw
data has remained inaccessible preventing further investigation by the research
community. The MacLaury archive has the potential to be as informative and
influential as the highly popular World Color Survey (WCS) has been (Kay et
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Figure 1: Sample datasheet template for the “naming task” (refer to Appendix
B for other task specific templates).
al., 2009). The WCS required an enormous 20-year effort to manually transcribe
and digitize, but, since it’s 2003 public release, has contributed immensely valuable research in the area of cognition and linguistics. The diverse ethnographic
data contained in such archives is important for addressing questions related to
the formation of individual and shared color concepts, including their evolution
and dispersion across ethnolinguistic groups. The present project develops new
methods that combine the power of internet based research and novel quantitative analysis techniques to make accessible the wealth of data contained in the
ColCat archive.

2.1

The digitization dilemma

Although the ColCat corpus is larger than the WCS, we aim to automate transcription of its estimated 23,000 pages of data in much fewer than the 20 years
that were required to transcribe the WCS using manual efforts of expert transcribers. While multiple transcription approaches are used, the present article
describes only results and methods developed for transcribing the ColCat archive
using crowdsourcing. That is, while advances have been made in Optical Character Recognition (OCR) technology as a tool for automating the transcription
of typeset documents (Bunke, 2003; Arika & Yarman-Vural, 2002), idiosyncrasies of ColCat’s handwritten content, with its variety of handwriting styles,
make it difficult for machine learning to generate a reliable transcription product. Here we explore the potential for rapid transcription of the ColCat archive
using crowdsourcing tasks that harness human perceptual processing capabili3

ties. The methods are tested using a small subset of ColCat data for which the
“true” transcriptions are known, perimitting the development of crowdsourcing
procedures and data analysis methods that can be scaled in order to transcribe
the entire archive.
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Crowdsourcing

Crowdsourcing the participation of humans through internet-based platforms
is now widespread in academic research. For example, crowdsourcing methods were employed by SETI@home, for the detection of intelligent life outside
Earth (Anderson et al., 2002); by Foldit, where online games were used to discover protein folding strategies (Khatib et al., 2011); by EteRNA in the design
of RNA sequences that fold into a given configuration (Lee et al., 2013); and
by Click-Workers (a NASA project) for the tagging of space exploration images
(Coleman, Ishikawa & Gulick, 2014). Crowdsourcing has been used in projects
similar to the current one for the transcription of historical records, diaries,
and literary manuscripts (Moyle, Tonra & Wallace, 2011; Keegan, Gilchrist &
Soderdahl, 2015), but these projects relied on collaborative editing and correction procedures in which transcription versions were modified iteratively over
time. The disadvantage of iterative crowdsourcing procedures is that they result
in transcription solutions that are difficult to assess and validate through formal
analyses. The wisdom of the crowd phenomenon (Surowiecki, 2005), suggests
that there is a benefit to aggregating the responses of a group of people; and
formal approaches can be found in the literature on cultural consensus theory
(CCT, Bachelder & Romney, 1988) and other approaches to collective intelligence (see Steyvers & Miller, in press, for a review). One the advantages of
crowdsourcing lies in its facilitation of obtaining multiple responses on a single
item which can then be aggregated using formal models; but the method of
aggregating responses in order to infer a “ground truth” is not straight forward
for data collected using iterative procedures1 .
In this investigation we develop several crowdsourcing tasks with the aim of
collecting multiple transcription responses for each handwritten word so that
we can later apply formal models based on CCT in order to aggregate the responses and arrive at a “true” transcription of each word, as well as other useful
information about individual items and respondents derived by the models.
It is worth noting that the information processing tasks required to crowdsource transcribe the ColCat corpus differ from the kinds to which CCT analyses are typically applied. Crowdsourced tasks needed to digitize the archive
are variations on REcaptcha type tasks (Von Ahn et al., 2008) in which human
respondents disambiguate strings of characters, which are often be produced in
idiosyncratic styles, which can be problematic for standard machine recognition
procedures. Such REcaptcha tasks involve perceptual processing for object and
feature recognition levels, making the processing enlisted qualitatively different
1 Although there has been some research in this area (e.g. Miller & Steyvers &others?,
20??)
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from the usual kinds of general knowledge and survey question formats that are
commonly analyzed using CCT procedures. Nevertheless, results suggest that
CCT theory and analyses are appropriate for judgment data from this sort of
processing, an may be used to identify expertise and variations on strategies
that may arise in responses to transcription task questions (Jameson & Romney, 1990). These issue and their relevance to item-wise bias and expertise are
discussed further below.
In addition, the present investigations set out to evaluate a debate found in
the internet-based research literature concerning the quality of data obtained
from internet-based data collection formats compared to laboratory-based formats (Hauser & Schwarz, 2015). As the environment in which MTurk workers
participate in unsupervised and highly variable (with many possible distractions), the quality of the data obtained from MTurk studies
Accordingly the empirical investigations were administered in these two formats. Below, “Experiment 1” describes laboratory-based crowdsourced task
investigations, whereas “Experiment 2” reports on internet-based crowdsources
tasks implemented and collected on Amazon’s Mechanical Turk. Some of the
questions explored in relation to these two experiemnts include (1) whether the
proposed data aggregation technique of Cultural Consensus analysis is applicable to data obtained from both platfoms? (2) whether the participants responses
are qualitatively similar – that is, are the response patterns across the groups
from the two platforms the same or are does one platform give more uniform
responses across the group whereas others are more heterogeneous? (3) if the
responses are not the same, would identifying “experts” in the data assist in
the derivation of the correct answers? (4) Is a large participant group required
to obtain an accurate transcription solution, or can similar results be achieved
with a smaller participant group? Our findings on these questions are later
discussed.

3.1
3.1.1

Experiment 1: Laboratory crowdsourcing tasks
Participants

Participants (N=30) were recruited from the University of California, Irvine,
School of Social Sciences Human Subjects Pool to collect human transcription
responses for a small subset of data from the archive. The participants received
1 point of extra course credit for participation of 1 hour in the study, in which
they completed a total of 7 character judgment/transcription tasks.
3.1.2

Procedure

As web-based experiments deny researchers the opportunity to make observations on the respondents experience while participating in the tasks, this initial
study was conducted in person to allow us to gather reliable feedback on the
procedures implemented. A research assistant was present during the experimental session to observe for any issues in task design, and to assist with partici-
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pant questions. A web application (available at http://colcat.calit2.uci.edu/tikiindex.php?page=Resources) was developed for the presentation of the transcription tasks on a lab computer, and the application was developed in a flexible
and scalable manner to allow for later integration with a publicly available
crowdsourcing platform such as Amazon Mechanical Turk.
Due to the variety of data types and formats in the ColCat archive, as well as
uncertainty regarding how best to partition large blocks of archive content into
smaller piecewise transcription tasks, we developed seven response format variations to collect three forms of transcription information for (1) OCR training set
data, and from (2) image scans of ColCat’s “naming” data (elicited names for
330 randomly presented color samples), and (3) image scans of ColCat’s ”focus
selection” data (color sample choices indicated as best-exemplars for elicitied
color categories). While all seven tasks are described below, procedures and results reported are restricted to the latter two data types arising from ”naming”
and ”focus selection” transcription task formats.
3.1.3

Task Designs

OCR training set tasks: Tasks 1 and 2 were dichotomous response tasks where
participants were provided with images of handwritten characters generated as
the output of an OCR algorithm. The purpose of these tasks was to assess the
performance of OCR transcriptions performed in a separate study. They are
mentioned here completeness but are not further discussed in the remainder of
the paper
• In Task 1, participants were asked to judge if the output of the OCR
algorithm was recognizable as containing English alpha-characters.
• In Task 2, participants were provided with a proposed transcription of
the output of the OCR algorithm, and were asked to judge whether the
transcription was correct.
Transcription tasks for “naming” and ”focus selection” data: Tasks 3 through
7 consisted of multiple choice and free response tasks, in which participants provided direct transcriptions of images containing portions of data from the ColCat archive. Tasks 3, 4 and 5 involved transcribing color naming data, whereas
tasks 6 and 7 involved color focus selection data. The tasks explored several
different transcription format variants with the goal of identifying the optimal
formats for transcribing large tables of data using small piecewise tasks.
• In Task 3, participants were asked to transcribe character sets in images
of OCR output.
• In Task 4, articipants were asked to transcribe characters in a grid from
a portion of a scanned image of handwritten data. Participants also provided confidence ratings of how sure they were about the transcription
provided for each set of characters. The confidence ratings were given on
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a scale of 1 to 5, where ‘1’ indicated least confidence and ‘5’ indicated
most confidence.
• In Task 5, participants were asked to transcribe characters in a grid from
the same portion of image as in Task 4, given a key of the only possible
transcriptions of the abbreviated data in the grid. The key of values
contained a ”none” option, for the transcription of unabbreviated data in
the grid. Participants also provided confidence ratings for this task.

Figure 2: Transcription template for Task 4, corresponding to the transcription
of data from the “Naming” task of the ColCat Survey. The transcription template of Task 5 was the same as that of Task 4, except for the presence of a key
of all possible transcription values included in Task 5.
• In Task 6, participants were asked to transcribe characters in a grid from
a portion of a scanned image of handwritten data, and to also provide the
“row” and “column” values for the locations of the characters in the grid.
Participants also provided confidence ratings for this task.
• In Task 7, participants were asked to transcribe characters in a grid from
the same portion of image as in Task 6, and to place the transcription in
the correct location of a table of boxes replicating the grid.
The seven tasks were presented to participants in a randomized order, with
the exception of Task 5 always being presented in a position after Task 4, as Task
5 contained a key of the only possible transcription solutions to the characters
in both tasks. Participants also completed a debriefing questionnaire at the
end of the transcription tasks, providing responses to questions on their level of
comfort with the tasks, aspects of the task they considered to be inconvenient,
and their willingness to participate in such tasks again for payment.
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Figure 3: (A) Portion of grid to be transcribed in Task 6 and Task 7, corresponding to the transcription of data from the “Focus Selection” task of the
ColCat Survey. (B) The transcription response template for Task 6. (C) The
transcription response template for Task 7.

3.2
3.2.1

Experiment 2: M-Turk crowdsourcing tasks
Participants

Participants (N=22) were recruited from Amazon Mechanical Turk to collect
human transcription responses for three datasheets with ”Focus Selection” data.
The participants were limited to US citizens above the age of 18 who are native English speakers, and were compensated at the rate of $1.50 per hour of
participation in the study.
3.2.2

Procedure

Turkers first had the opportunity to preview the task design (as in Figure 6)
and view a research disclaimer before deciding whether to participate. They
were then presented with an information sheet detailing what the task would
consist of, and were asked to certify that they met the demographic requirements of the study. They were then given a prescreen task in which they were
asked to provide transcriptions for two simple images of handwritten characters.
Upon correctly completing the prescreen, participants were taken to a practice
transcription task where they were asked to transcribe the handwritten characters in particular cells of the grid (Figure 4a). Upon submitting a response,
participants were given feedback on whether their transcription was correct or
incorrect, and in both cases were given reminders/suggestions on details of the
transcription conventions to be adopted. For example, when asked to transcribe
cell H3 of the grid in Figure 4, if a participant responded with the incorrect response ”Pt”, they would be reminded to also transcribe the superscript numbers
that appear after letters (Figure 4b). After correctly completing the set of practice transcription questions, participants moved on to the main transcription
task.
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Figure 4: (A) The design of the practice task. (B) An example of feedback given
to participants upon responding with an incorrect transcription.
3.2.3

Task Design

In the MTurk study, participants were only asked to transcribe ”focus selection”
data. The task design most closely corresponded to Task 7 of the laboratory
study, where participants were asked to transcribe characters in a grid and to
place the transcription in the correct location of a table of boxes replicating
the grid. While in Task 7 participants were shown only a portion of the grid
(approximately one-third the size of the grid), the whole grid was presented in
the MTurk task. Another point of variation was in the method of presenting
the table of response boxes. While in Task 7 the response table included all
the columns of the portion of the grid, in the MTurk task participants were
randomly presented with one column of the grid at a time. This was done to
encourage participants to identify the characters in each cell independently of
the characters around it, and is desireable to maintain an important assumptions of our Cultural Consensus model of data aggregation (described in a later
section).
MTurk HITs (Human Intellignence Tasks) were made available for 3 different
grids (in the Results section below, these are referred to as Grid 1, Grid 2, and
Grid 3), with 10 transcription responses collected for each grid. A total of 22
workers participated in the tasks, with some contributing data to more than
one HIT.
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Figure 5: MTUrk Task Design

4

Empirical Results

As the bulk of archival data (corresponding to the 3 tasks in Appendix A) has
been recorded on templates such as in Figure 1, an important aim of our crowdsourcing experiments was to evaluate the efficiency of the transcription task
designs for this form of data. We also test a piecewise translation approach, by
partitioning a single datasheet into workable segments. The results below focus
on our observations for the design of tasks for the transcription of “Naming”
and “Focus Selection” data.

4.1

Experiment 1: Laboratory crowdsourcing tasks

The distribution of responses for all items in Tasks 4 and 5 are shown in Figure
6 and the distribution of responses for all items in Tasks 6 and 7 are shown
in Figure 7. There was relatively little variation in people’s responses on most
of the items in Tasks 6 and 7. In contrast, there were many items in tasks
4 and 5 on which individuals were divided between two or three alternatives.
In the modeling results section, the amount of individual variation observed in
transcription results across experiments raise an interesting discussion of how
CCT performs as a data aggregation tool – e.g. when there is considerable
individual response variation – compared to standardly used analyses such as
majority rule, modal response, or group average.

4.2

Experiment 2: MTurk crowdsourcing tasks

The distribution of responses for all items in Grid 3 are shown in Figure 8. As
in Experiment 1, there was relatively little variation in people’s responses on
most of the items in Grid 3, and a few items on which individuals were divided
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Figure 6: Human responses for naming tasks 4 and 5. Cell shading indicates the
proportion of each response option (columns) for each item (rows). Proportions
for each row on each task sum to one.
between two or three alternatives. The distribution of responses for all items
in Grid 1 and 2 are qualitatively similar to that of Grid 3, and have not been
shown.

4.3
4.3.1

Discussion
Comparing free response and n-alternative tasks

In Task 5 of Experiment 1 for transcribing ”naming” data, the list of possible
response alternatives was based on a dictionary of color name abbreviations
compiled by the investigator responsible for originally recording the data. Unfortunately, the available dictionaries do not always appear to contain all of
the unique character strings in the data. For example, cell H26 and cell H27
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Figure 7: Human responses for focus selection tasks 6 and 7. Cell shading
indicates the proportion of each response option (columns) for each item (rows).
Proportions for each row on each task sum to one.
of the grid in Figure 2A consist of characters transcribed as ’cheng-lok-’ and
’cheng’ respectively. While the available dictionary 9 consists of an entry for
’chengloksayk’, the distinctions made between these data points with similar
content are important to be retained. The method of Task 5 could thus only
provide an incomplete transcription solution for the data in the grid, but was
pursued in an attempt to test whether at least a portion of the data could be
reliably transcribed in such a way.
In Task 6 of Experiement 1 for transcribing ”focus selection” data, participants were provided with the maximum number of sets of characters to be
transcribed from the grid. The instructions for this format were interpreted
with great variation by participants, and reflected in the transcriptions obtained from this task design. In particular, participants expressed confusion
regarding the transcription of cases where more than one set of characters were
present in a cell, as in cell H29 of Figure 3A, containing the two separate set
of characters ’Ph’ and ’Cg’. Because participants also varied in their order of
transcribing characters in Task 6, the raw data obtained also required significant post-processing to organize in a format suitable for analysis. Task 7 was
better suited to obtaining accurate transcription responses from participants,
but inaccuracies were sometimes caused in locating the characters in the provided stimulus sheet, as the whole entry table could not all viewed at once, and
required the participant to navigate back and forth in the table.
In general, participants did not reference the available response options when
present, and did not benefit from an attempt to simplify the task by limiting
the number of required responses. Based on these results, it appears that the
use of free response tasks is preferable. It turns out, as we see later in the paper,
that we can treat free response data from these tasks as if it were n-alternative
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Figure 8: Image 3

Figure 9: Dictionary
data for the purposes of analyzing the data. From these observations, improved
templates were designed for Experiment 2.

5

Data aggregation: Modeling the underlying
“true” response and inferring the correct transcription

After collecting multiple responses for each item to be transcribed via crowdsourcing, we need a way to aggregate the responses in order to infer the ‘true’
transcription. The simplest approach is to take the modal response as the inferred truth. However, this may not yield the best results because it ignores
important latent information that may be present in the data. We explore the
idea that because crowdsourced data are fundamentally behavioral data generated by humans, it is sensible to use data aggregation models that account for
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psychological properties of the data. One such family of models, Cultural Consensus Theory (CCT), uses methods from psychometrics and signal-detection
theory and was initially devised for use in ethnographic research. Traditionally, investigators used CCT to infer the cultural knowledge or “consensus”
answer for a group of people by aggregating their responses to a set of questions
(Batchelder & Romney, 1988). This family of models assumes that there is
latent structure in the data related to the difficulty of items and the ability of
individual respondents that can be used to arrive at a more accurate inference
about the true answer of each item. Through CCT analyses of survey data,
researchers have been able to assess the degree of shared cultural beliefs on a
wide variety of topics such as, the classification of illnesses among informants
from a Mexican Village (Weller, 1984), the ecological management of fisheries in
Hawaii (Miller et al., 2004), the perception of industry hiring standards among
employees in China and the US (Liu, Keller & Hong, 2014), and others. Since
its original application for the handling of dichotomous response data, CCT has
been explored in the modeling of a vast variety of processes and situations. Recent extensions of CCT include a model allowing for the possibility of more than
one consensus pattern in informant responses (Anders & Batchelder, 2012), a
modeling approach to account for the uncertainty often involved in informants
decision making (Oravecz, Faust & Batchelder, 2014), provisions for continuous
type responses such as probability judgments (Anders, Oravecz & Batchelder,
2014), and even for ordinal type response data (Anders & Batchelder, 2015).
These developments have been promoted by the implementation of Bayesian
inference frameworks in the models, and approach which provides several advantages when compared to traditional CCT models (Oravecz, Vandekerckhove
& Batchelder, 2014).
Early versions of CCT were applied to multiple choice (e.g., Sayim et al,
2005) and free response type data (see Weller 2007)— which are both common
formats used in crowdsourcing. However improvements to CCT that incorporated Bayesian learning models have not explored response formats beyond dichotomous choice options. While the possibility of a multiple choice CCT model
has been explored theoretically (i.e., Romney, Batchelder & Weller, 1987) and
has been applied at least once in an academic test setting (i.e. Borgatti &
Halgin, 2011), Bayesian implementations of CCT—which are the state-of-theart—have not been explored for multiple choice data. In this paper we develop
a novel Bayesian CCT model that can be applied to n-alternative forced choice
or free response data.

5.1

Bayesian CCT for dichotomous data

The Bayesian implementation of the General Condorcet Model (GCM) for dichotomous (‘true’ and ‘false’) data described by [?] specifies that each response
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Yi,k is coded as
Yi,k

(
1, if i responds ‘true’ to item k
=
0, if i responds ‘false’ to item k,

where respondents are indexed by i and items are indexed by k. The culturally
correct response Zk for each item is estimated by the model as,
(
1, if item k is ‘true’
Zk =
0, if item k is ‘false’.
Each respondent has an ability, θi , and each item a difficulty, δk , which are
combined using a Rasch measurement model to define the competence, Di,k , of
each respondent for each item:
Di,k =

θi (1 − δk )
.
θi (1 − δk ) + δk (1 − θi )

Each Di,k parameter can be interpreted as the probability that respondent i
knows the culturally correct answer to item k. The model assumes that each
respondent has a bias, gi , towards guessing ‘true’ when the culturally correct
answer is not known. All of the individual and item parameters determine the
probability that respondent i will answer ‘true’ on item k:
p(Yi,k = 1) = Zk Di,k + (1 − Di,k )gi .
For more details on the Bayesian implementation of the GCM we refer the reader
to the original formulation in [?].

5.2

Bayesian CCT for multiple-alternative data

Our CCT model generalizes [?] Bayesian GCM in order to allow for multiplealternative response data . Our Bayesian multiple-alternative CCT model handles data in which each response Yi,k ∈ {1..L} and each correct answer inferred
by the model Zk ∈ {1..L}, where L is the number of possible response options.
The model generalizes the individual bias parameters gi from a single probability for responding ‘true’ when the correct answer is unknown, to a probability
distribution over the L response options. Based on these changes, the multiplealternative model specifies the probability that respondent i will respond with
option j ∈ {1..L} on item k as:
(
Di,k + (1 − Di,k )gi,j , if Zk = j
p(Yi,k = j) =
(1 − Di,k )gi,j ,
if Zk 6= j
5.2.1

Individual bias versus item confusability

We hypothesized that modeling individual response bias was not the best approach for modeling the data from our transcription tasks. We reasoned that
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to the extent that individuals did not know the correct answer for transcribing
a particular item, their guessing bias would be influenced by response options
that were perceptually confusable with the correct response for that item (see
Figure 10 for some examples of perceptually confusable stimuli). Therefore,
incorrect responses would be correlated across individuals for each item instead
of correlated across items for each individual—as is the case with our original
formulation of the multiple-alternative CCT model. We modified the model
to account for perceptual confusability by eliminating individual guessing bias
parameters gi and adding guessing bias parameters gk for each item. This new
model assumes that each item has its own bias that is shared for all individuals
and the probability that respondent i will respond with option j ∈ {1..L} on
item k is,
(
Di,k + (1 − Di,k )gk,j , if Zk = j
p(Yi,k = j) =
(1 − Di,k )gk,j ,
if Zk 6= j.
In the remainder of the paper we refer to the multiple-alternative CCT models
with different guessing bias configurations as the subject-wise CCT model and
the item-wise CCT model.

Figure 10: (A) The correct transcription for the characters is “Hl” and “Cl”.
The characters are however easily confusble as being “Hi” and “Ci” respectively.
This bias towards a particular incorrect transcription exists for all participants
who do not know the correct answer. (B) The correct transcriptions of the
characters “Ph” and “Pn” are confusable with each other.

6

Data Analysis and Modeling Results

Our CCT models require that the data come from a set of L possible responses
where L is predetermined. However, we actually collected free responses on
some tasks in which there was not a fixed set of response options for individuals
to choose from. We modeled free response data as if it were actually multiple
choice data with a fixed set of options corresponding to the set of all unique
responses in the data.
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We implemented both the subject-wise and item-wise CCT models as Bayesian
graphical models and approximated the posterior distributions for model parameters including the unknown answer keys—true transcription values—item
difficulties, individual abilities, and subject- or item-based response bias separately for each of tasks 3–7. Appendix ?? contains the model code used in order
to approximate Bayesian inference using the JAGS software package Plummer.

6.1

Experiment 1 : Laboratory Crowdsourcing Tasks:

The subject-wise CCT model, item-wise CCT model and the modal response
for each item all resulted in virtually identical solutions for the inferred ‘true’
transcription values for tasks 3,5,6 and 7. On task 4, the ‘true’ transcription
inferred by each of the three methods differed on several items (see Figure 11).
There were many items in task 4 on which respondents were split on their
judgments about whether the items should be transcribed as ‘hl’ or ‘hi’ (see
Figure 6). Taking the mode of the human judgments on these items provided
inconsistent predictions: The mode was‘hl’ on some items and ‘hi’ on others.
Both CCT models were able to infer that all of these items should have the
same value—either ‘hl’ or ‘hi’—but disagreed on which transcription was correct.
Because we have the manual transcriptions of experts on these data we were
able to determine that the transcriptions based on the item-wise CCT model
were correct. However, the primary goal of this study was to establish methods
that will generalize to large amounts of data for which the ground truth is
unavailable. Therefore, we looked beyond the transcription solutions inferred
by the models and examined their ability to account for patterns in the raw
data.
Figure 12 contains model predictions for a number of representative items
from tasks 4 and 7 that clearly show that the item-wise CCT model provides a
better account of the pattern of human responding than does the subject-wise
CCT model. The model predictions were obtained by inferring posterior distributions for model parameters from the human data and then running the model
in the opposite direction—with model parameters set to point estimates of the
inferred posteriors—in order to generate a distribution of predicted responses.
Both models accurately predict that a large number of respondents know the
true answer and respond accordingly. However, the models diverge in their predictions of how respondents who do not know the correct answer will respond.
The item-wise model correctly predicts that whenever an individual does not
know the answer to an item, they guess that the answer is an option that is perceptually similar to the correct answer on the particular item, and this will vary
between items. The subject-wise model predicts that when individuals do not
know the correct answer they will guess in a consistent way that is independent
of the properties of the particular item. This resulted in predictions where individuals tended to guess uniformly across all items on tasks 3,5,6 and 7—Figure
12 shows an example for task 7 but the results are similar for the other tasks—
and tended the guess with a bias towards a particular response on all items in
task 4. We do not provide predictions based on the modal response because it is
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Figure 11: Inferred answer key for task 4 using three methods: (1) The modal
response, (2) the subject-wise CCT model and (3) the item-wise CCT model.
straightforward to see that it will predict that all individuals will respond with
the mode—which clearly does not account for the pattern of human responses.

6.2

Experiment 2: MTurk Crowdsourcing Tasks:

The subject-wise CCT model, item-wise CCT model and the modal response for
each item all resulted in identical solutions for the inferred ‘true’ transcription
values for Grid 3 (see Figure 13). These results were accurate for all items
except one; all three methods incorrectly identify ”nk1 pi” as the transcription
for the item ”nk1 pl”. The three methods inferred identical correct solutions
for all items in Grid 3, and for Grid 1, the inferred modal response value for
an item was correct while the subject-wise CCT model and item-wise CCT
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Figure 12: Human data and model predictions based on the subject-wise CCT
model (rows 1 and 3) and the item-wise CCT model (rows 2 and 4).

model values were incorrect. As with the model predictions in Figure 12, the
model predictions for a representative item from Grid 3 in Figure 14 show that
the item-wise CCT model provides a better account of the pattern of human
responding than does the subject-wise CCT model.

Figure 13: Inferred answer key for Image 3 using three methods: (1) The modal
response, (2) the subject-wise CCT model and (3) the item-wise CCT model.

6.3
6.3.1

Discussion
Data collection across two platforms

The attentiveness of MTurk workers has been a concern brought up regarding
online studies. We find that the raw data obtained through MTurk participants
is of a similar quality to that obtained from undergraduate students in the
laboratory study [I don’t know if there is a way to say more about this]. [The
next part just based on my observation] There is also the issue of investigator
not being there to clarify questions - we observed that in the laboratory study,
students often did not read the instructions and needed explanation on details
of the transcription conventions. On the other hand, MTurk participants may
have a higher competencey with such tasks since they frequently participate
in them. In an experimental oversight, we failed to provide an example in the
preliminary training of how to transcribe characters as in Figure 15b, where the
number is a separate note and does not apply to the characters above it. There
was however an example on transcribing characters in 15a where the number
is a superscript as ”Pt2”, and from that most MTurk participants were able to
correctly infer to transcribe 15b as ”Nm 1” and ”Kw 2”.
6.3.2

Use of CCT as a model of data aggregation

For most of our tasks we obtained equally good transcriptions of the data regardless of the aggregation method used—modal response, subject-wise CCT
or item-wise CCT. However, The comparison of model predictions to human
data (see Figure 12) supports our theory that guessing bias in the CCT model
is influenced by the perceptual confusability of handwritten items—an assump-
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(a) Subject bias model

(b) Item bias model

Figure 14: Image 3 model predictions and human data for an illustrative subset
of items.
tion that is built into the item-wise CCT model. Because our overall goal is the
development of procedures that will ‘scale up’ to transcribe the entire ColCat
corpus—most of which cannot be verified by expert transcriptions—it appears
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Figure 15
that of the three methods we explored, the item-wise CCT model will provide
the best general solution for aggregating crowdsourced transcriptions. Our reasoning is that even though the corpus consists of entries based on a wide variety
of different languages, all of the data is fundamentally the same with respect to
the features that are relevant to the model: Each item is a short, handwritten
string of characters from a finite set of possible strings for the given task, and
some of the character strings are perceptually confusable with one another.
Although the subject-wise CCT model will likely provide solution that is
equivalent to the item-wise model for a significant portion of the data, the
subject-wise model may result in errors when the data involve perceptually
confusable items. Furthermore, we do not believe that there are any subsets
of the corpus in which the subject-wise model will provide a benefit over the
item-wise model, but we do expect the opposite—as seen in our analysis of task
4.
The only advantages of using the modal responses over CCT are processing
time and computing resources. Beyond that, the best case scenario when using
the mode is no better than either of the CCT models, and the worst case scenario
is a completely inconsistent transcription as we saw in task 4. Taking the mode
might be an efficient method in situations where we knew ahead of time that
there are no ambiguous stimuli for a subset of data. This information could
potentially be derived from the distribution of human responses. If there is
very little disagreement on all items for a given task, then it is probably safe
to say that the mode will provide a good solution. Determining a threshold for
variance, beyond which CCT is applied, is beyond the scope of this paper but
should be considered in the design of a fully automated system for transcribing
the corpus via crowdsourcing.
6.3.3

Utility of expert respondents

In another set of analyses, we explored the effect of including the transcription
responses of a known expert with the group data. From Experiment 1, the
subject-wise bias model produced inaccurate answer keys for Tasks 4 and 6
(both 82.03% correct), but the adding of an expert respondents data corrected
the group solution to 100% correct. The item-wise bias model produced accurate
answer keys for Tasks 3, 4, 6, and 7, and the adding of an expert did not have an
effect in these cases. Both the subject-wise and item-wise bias models produced
an inaccurate answer key for Task 5, and the results were not improved by the
adding of an experts data. In Experiment 2, both the subject-wise and item-wise
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bias models had inaccuracies in their inferred answer keys for Grid 1 (97.56%
correct) and Grid 3 (95.56% correct), and no inaccuracies for Grid 2. By adding
an expert respondent’s data, these accuracy percentages were improved to 100%
for Grid 1 and 97.78% for Grid 3.
These results suggest that adding an expert and diversifying the competence
of the participant sample may improve the robustness of the CCT model fit to
the data, and make the estimated answer key better capture the underlying
”truth”.
6.3.4

CCT and the advantage of smaller samples

As mentioned in Section 6.3.1, the quality of the data collected in Experiment
1 and Experiment 2 was comparable. An important difference however exists
in the sample size; the analyses in Experiment 1 consisted of responses from
30 partcipants, whereas the analyses in Experiment 2 consisted of responses
from as few as 9 participants. We find that while crowdsourcing offers severals
advantages in the quick, and large-scale collection of data, an intelligent model
of data aggregation like CCT may permit the employment of a smarter and
more economical method of data collection to accurately derive robust results.
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Supplementary Material

8.1

Appendix A

The Robert E. MacLaury Color Categorization Survey consists of data on the
following three tasks, completed by every informant (refer to Jameson et al.,
2015 for more details).
(i) Naming Task - Informants were asked to name 330 loose color chips. Figure 16 shows an example of the data collected for chips 1 to 81 in the
naming task.
(ii) Focus Selection Task - Informants were asked to select the best example,
or “focus” of each different basic color name elicited in the naming task,
on a fixed array of the same chips. Figure 17 shows an example of the foci
data, marked with a ”X” in certain cells of the grid.
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Figure 16: Naming task datasheet format shown as image scan of the raw data
(iii) Category Mapping Task - For the same basic color terms as in the focus
selection task, informants were asked to place a grain of rice on every
color of the fixed array that could be named with the basic color term.
Figure 17 shows an example of the boundaries of five color categories, each
recorded with a different color pencil or line shape.

Figure 17: Foci and Mapping task datasheet format shown as image scan of the
raw data
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8.2
8.2.1

Appendix B
JAGS code for the subject-wise CCT model

var alpha[L], beta[L], g[m,L]
model{
for (i in 1:n){
for (k in 1:m){
for (l in 1:L){
pY[i,k,l] <- ( z[k]==l)*(D[i,k] + (1-D[i,k])*g[k,l] )
+ ( z[k]!=l)*((1-D[i,k])*g[k,l] )
}
Y[i,k] ~ dcat(pY[i,k,])
}
}
for (i in 1:n){
for (k in 1:m){
D[i, k] <- (theta[i]*(1-delta[k]))
/ (theta[i]*(1-delta[k])+(1-theta[i])*delta[k])
}
}
for (i in 1:n){
theta[i] ~ dunif(0,1)
}
for (k in 1:m){
g[k,] ~ ddirch(beta)
z[k] ~ dcat(alpha)
}
delta[1]<- 0.5
for (k in 2:m){
delta[k] <- tempdelta[k-1]
tempdelta[k-1] ~ dunif(0,1)
}
for (l in 1:L){
alpha[l] <- 1/L
beta[l] <- 1
}
}

8.2.2

JAGS code for the item-wise CCT model

var alpha[L], beta[L], b[n,L]
model{
for (i in 1:n){
for (k in 1:m){
for (l in 1:L){
pY[i,k,l] <- ( z[k]==l)*(D[i,k] + (1-D[i,k])*b[i,l] )
+ ( z[k]!=l)*((1-D[i,k])*b[i,l] )
}
Y[i,k] ~ dcat(pY[i,k,])
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}
}
for (i in 1:n){
for (k in 1:m){
D[i, k] <- (theta[i]*(1-delta[k]))
/ (theta[i]*(1-delta[k])+(1-theta[i])*delta[k])
}
}
for (i in 1:n){
theta[i] ~ dunif(0,1)
b[i,] ~ ddirch(beta)
}
for (k in 1:m){
z[k] ~ dcat(alpha)
}
delta[1]<- 0.5
for (k in 2:m){
delta[k] <- tempdelta[k-1]
tempdelta[k-1] ~ dunif(0,1)
}
for (l in 1:L){
alpha[l] <- 1/L
beta[l] <- 1
}
}
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